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Enterprise Generative Al:

A Double-Edged Sword for Operational Efficiency

A paper about promises and challenges of generative Al in the enterprise

ABSTRACT

Generative Al holds immense
potential for enhancing
enterprise operational
efficiencies across various
domains. Many early adopters
have witnessed tangible revenue
growth and improved operations.

Conversely, a multitude of
companies have faced roadblocks
due to various challenges,
including issues related to
language models, costs, data, and
technology.

In this paper, we address the
fundamental limitations that
hinder the application of
generative Al in improving
enterprise operational
efficiencies. We propose practical
solutions to overcome these
roadblocks, focusing on achieving
significant progress without
incurring excessive costs as
opposed to adopting a passive
wait-and-see approach for future
advancements.
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INTRODUCTION

Generative Al, with its remarkable ability to perform human-like knowledge work, has sparked excitement
in the corporate world. It holds immense potential for enhancing operational efficiencies across various
domains. Many early adopters of generative Al have witnessed tangible revenue growth and improved
operational efficiencies.

However, the path to success is not without challenges. A multitude of companies have encountered
setbacks due to:

Large Language Model (LLM) Limitations: LLMs EARLYVE ADOPTERS

(machine learning models that can comprehend i sl

and generate human language text) have inherent

limitations that can lead to inaccuracies, potentially _ biFIify, * —TIASTH
misleading users and hindering their full potential. all Hawccsrs Q Q ‘
High Costs: The cost of customizing general- | I i _ TE'HFMSTM'— I
purpose LLMs with company-specific data can be i S T 7__, DAR DISUSTERS

TECH TRAPS

significant, including expenses for data acquisition,
processing, and model training.

DIY Disasters: Attempting a "do-it-yourself"
approach without expert guidance often results in
project failure (e.g., in worst case scenarios, making
business decisions based on flawed data / analysis).

Data Deficits: A lack of a well-defined enterprise data strategy can cripple Al initiatives. For example,
building an Al solution to predict customer churn (when a customer stops using a service) might feed the
Al model with inconsistent or incomplete customer data (e.g., because of incomplete and inconsistent
data, the Al model learns inaccurate patterns, resulting in poor predictions).

Tech Focus Trap: Prioritizing Al technology selection without first establishing clear business needs and
anticipated benefits is likely to lead to an unsuccessful implementation.

In this paper, we explore pragmatic approaches to address LLM limitations and unlock the powerful
potential of generative Al for improving efficiency in enterprise operations.

Understanding Generative Al Inaccuracies

A recent survey found that 61% of respondents considered mitigating LLM inaccuracies to be the most
significant barrier to widespread adoption of generative Al in enterprises. The inaccuracies of generative
Al are directly related to LLMs. At their core, LLMs are machine learning models capable of predicting
the most probable next word in a sequence of text. This fundamental ability to generate contextually
coherent language underpins the conversational and analytical capabilities of generative Al. Several
factors influence the accuracy of LLMs, including model size, training data quality, and maximum prompt

length. The most common types of inaccuracies in LLMs are related to reasoning, expertise,
understanding, and planning, and we will now explore those further.
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LLM inaccuracies related to Reasoning

Producing and verifying complex conclusions is a crucial aspect of human reasoning. While elementary
logical rules form the foundation of rational thought, it is the ability to establish relationships and
connections between these rules that enables us to arrive at intricate conclusions.

B Lt 4l Current general-purpose LLMs, despite being

el Iy [T ! trained on elementary logical rules, lack an
inherent mechanism to dynamically establish links
among these discrete rules.

As explained in the following example, LLMs may
generate inconclusive information or draw
erroneous conclusions when faced with complex
reasoning tasks.

Prompt: According to a report from Almond Growers for crop year 22/23, 24% of almonds
collected were in-shell, 68% of almonds collected were shelled, 23% of shelled and in-shell
collected almonds were exported to Western Europe, half of collected almonds were
shipped to different international destinations. Which of the following statements must be
false?

1. All shelled almonds weren’t shipped to Western Europe

2. Over 20% of shelled and in-shell almonds were shipped to Western Europe

3. Other types of almonds besides in-shell and shelled were collected

4. More than 80% of almonds collected were in-shell and shelled

Analyzing LLM Responses to Prompt

This example presents two sets of statements. Statements 2 and 4 deal with straightforward
calculations, making them solvable using basic math skills (elementary logical rules). Statements
1 and 3, however, require critical thinking and reasoning to reach a logical conclusion.

When tested on these statements, several LLMs Gemini, Copilot, ChatGPT, and Anthropic all
performed well on statements 2 and 4, correctly interpreting the percentages. However, for
statements 1 and 3, their responses were either incorrect or inconclusive. LLMs were not
capable of concluding:

e The correct answer is statement 1, because we cannot definitively say that no shelled almonds
were shipped to Western Europe. At least some shelled almonds were shipped to Western Europe.

e Statement 3 is not the correct response, because while the report only mentions shelled and in-
shell almonds, it doesn't necessarily imply the absence of other types.
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LLMs are only as good as the information they are trained on. Here is how their training data can impact
their accuracy:

¢ Knowledge Gaps: If the training data lacks specific domain knowledge, the LLM might struggle
to understand or respond to prompts in that area.

e Limited Examples: When the training data has insufficient examples of a particular concept, the
LLM might not grasp its nuances, leading to inaccurate responses.

e Outdated Information: If the training data isn't up-to-date, the LLM could provide outdated or
irrelevant information.

e Echoing Errors: LLMs can inherit and reproduce errors present in the training data.
e Hallucination: LLMs might create entirely new statements that sound plausible but were absent

from the training data.

These limitations highlight the importance of using high-quality, diverse, and up-to-date training data for
LLMs to ensure they provide accurate and reliable information. Otherwise, they can be unreliable resulting
in:

o Misleading Mix: Giving wrong information alongside correct details, making it hard to tell what's
true (e.g., cancer treatment plans).
o Fabricated Sources: Inventing fake sources entirely (e.g., court case citations, academic papers).

e Inconsistent Evaluation: Producing inconsistent outputs at different points in time even with
the same input (e.g., verifying the credentials of healthcare professionals to ensure compliance).
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LLM inaccuracies related to Understanding

LLMs can face challenges in truly comprehending prompts. Without proper context, they may produce
disjointed or nonsensical outputs.

Various research studies have shown that generative Al can
exhibit a notable percentage of inaccuracies, with most of
them stemming from the failure of LLMs to grasp the prompt's
concept, or their focus on irrelevant aspects. This implies that
an LLM might not even be marginally helpful when users lack
sufficient knowledge about a problem to provide well-crafted
prompts.

In the following example, when prompted to retrieve an apple from a green box located beside a white
box with a lid, ChatGPT suggests opening the white box. Clearly, the context of the green box containing
the apple is missed.

Prompt: There is an apple inside a green box. There is also a white box inside the green
box. The white box has a lid on it. How can | get the apple?

ChatGPT Response: To get the apple from inside the green box, follow these steps:

1. Open the green box.

2. Look inside the green box to locate the white box.
3. Open the lid of the white box.

4. Take the apple out from inside the white box.

Using the same prompt, we replaced the word "apple" with "black ball." Surprisingly, ChatGPT provided
a different response that was actually correct. Furthermore, in the last sentence, it explained that the
white box was irrelevant to the purpose of the prompt.

Prompt: There is a black ball inside a green box. There is also a white box inside the green
box. The white box has a lid on it. How can | get the black ball?

ChatGPT Response: To get the black ball from inside the green box, follow these
steps:
1. Open the green box.
2. Look inside the green box to locate the black ball and the white box.
3. Reach into the green box and take out the black ball.

Since the black ball is inside the green box and not inside the white box, you don't
need to interact with the white box to retrieve the black ball.

The precise reason for this discrepancy is not fully understood. One potential explanation is that the
training data for "apple" may not have emphasized its use in logical relations involving boxes and colors,
unlike "black ball".

5111



Blue Monday Consulting June 2024
www.bluemonday.io

LLM inaccuracies related to Planning
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Strategic planning and its execution are inseparable; one is rendered ineffective without the other.
Planning involves clearly articulating the desired goals. It also entails meticulously mapping out the
necessary actions to attain them. Execution, on the other hand, entails diligently carrying out that
predetermined strategy.

While LLMs can generate well-structured descriptions of a plan and related tasks, as well as provide
comprehensive step-by-step instructions for accomplishing them, their capabilities are frequently
constrained by limitations in reasoning, expertise, understanding, and context. Consequently, their
responses often lack the nuanced depth and tailored applicability required to seamlessly align with the
specific circumstances surrounding a plan and the implementation of its tasks.

We tasked ChatGPT with outlining a plan and associated execution steps to streamline the operational
efficiency of the contract-to-cash (C2C) process for a medium-sized staffing industry company.

The response lacked the specificity and practical considerations needed for truly actionable
guidance.

The advice provided was generic, reminiscent of a consulting firm's marketing pitch, and offered broad

suggestions like "implementing automation" or "optimizing workflows" without detailing specific tools
or strategies relevant to the staffing industry. Crucial details were overlooked, such as the company's
size, industry nuances, existing systems, process maturity level, and criteria to measure the benefits
and success of the proposed operational efficiency improvement plan.

Without accounting for these critical factors, the recommendations fell short of being truly
actionable and tailored to the organization's unique circumstances.
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ADDRESSING THE LIMITATIONS OF LLMS

Human Oversight

A strong governance process keeps humans actively involved with LLMs. This collaboration fosters trust
in the accuracy and relevance of generative Al outputs.

Governance plays a critical role in ensuring:

Accuracy: Humans can verify the factual correctness of Al-
generated outputs, mitigating the risk of errors or biases.

Relevance: Human input can tailor prompts and guide the
generative Al towards the most valuable and relevant information
for the task at hand.

Transparency: Clear human involvement builds trust and
understanding regarding how LLMs contribute to the final results.

The following examples illustrate how effective human oversight safeguards accuracy and reliability while
leveraging generative Al for enhanced operational efficiency:

Business Process

Use Case

Human Oversight

Assistance

Forecasting

Review and Content Creation | Editors and subject matter experts review and validate the content for accuracy,
Validation and Editing tone, and adherence to company guidelines. This ensures that any factual
inaccuracies or inappropriate content generated by the LLM are corrected before
publication.
Feedback Loops Customer Customer service representatives review a subset of interactions to provide
Support feedback on the accuracy and helpfulness of the responses. They can also handle
Automation complex queries that the LLM cannot resolve. This feedback loop helps to
continuously train and improve the LLM.
Decision-Making Financial Financial analysts review the LLM-generated forecasts and recommendations,

using their expertise to validate the findings and make final decisions. They
consider additional factors that the LLM might have overlooked, such as market
conditions or recent macro-economic events.

Compliance and
Risk Management

Legal Document
Review

Legal professionals review the documents to ensure compliance with all
regulations and to catch any potential legal risks that the LLM might miss. This
oversight helps prevent legal issues that could arise from inaccuracies in the
generated content.

Optimization

Training and Employee Training professionals review the content to ensure it is accurate, relevant, and

Continuous Training engaging. They can also update the training materials based on employee

Improvement Programs feedback and the latest industry practices, ensuring that the LLM-generated
content remains current and effective.

Operational Supply Chain Supply chain managers review the LLM's recommendations and adjust strategies

Process Management based on their experience and knowledge of the market. They can also take into

account factors like supplier reliability and logistical challenges that the LLM might
not fully consider.

Data Quality
Assurance

Data Collection
and Reporting

Data analysts verify the accuracy of the data entered and the reports generated.
They can correct any errors and ensure the data is consistent and reliable, which is
crucial for making informed business decisions.
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ADDRESSING THE LIMITATIONS OF LLMS
Standardized Prompts

Clear, consistent, and detailed queries or instructions help ensure that the generative Al provides
accurate, relevant, and useful responses. These prompts are designed to minimize ambiguity and guide
the generative Al in providing content that meets specific needs and criteria.

You can leverage generative Al to create standardized prompts, as described in the following steps:

(;HATGPT Promnt. Standalamn 3

= rgledudeu r Prompts -~
1. Ask generative Al to create a well-
defined prompt for accomplishing a
specific task

2. Use the generative Al output to
create a standard template that can
be adapted for different scenarios.

In the following example, we begin by asking ChatGPT to create a well-defined prompt for a technical
documentation task. The response will then serve as the foundation for a standardized template:

Prompt: For the purpose of technical documentation, write a prompt for creating a user
guide section for setting up a new software application.

ChatGPT Response: Write a user guide section for setting up the ABC software
application. Include step-by-step instructions with screenshots. Cover the following
steps: downloading the software, installing it on a Windows operating system, and
initial configuration settings.

Use clear and concise language suitable for users with basic technical knowledge.
Ensure the instructions are easy to follow and include troubleshooting tips for
common issues. Provide placeholder text for screenshots, indicating where they
should be placed in the final document.

ChatGPT’s response can be fine-tuned with real data, such as the name of the software application and
the reference to the document containing screenshots. When you pass the detailed prompt, ChatGPT
generates a comprehensive, structured framework that includes definitions of relevant concepts and
placeholders including your data.
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ADDRESSING THE LIMITATIONS OF LLMS

Insights from Corpus of Business Knowledge
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Generative Al tools like ChatGPT, Gemini, and Copilot provide capabilities to link business documents,
data files, and spreadsheets with general-purpose language models without requiring costly and complex
fine-tuning strategies or machine learning methods.

Common use cases include extracting insights from a corpus of business knowledge, such as FAQs,
internal policies (e.g., purchasing standards, leave of absence policies, expense reimbursement),
customer and vendor contracts (e.g., terms, conditions, and operational agreements like delivery

schedules), and product and service details (e.g., product specifications, technical services
information).

It is important to remember that while this approach is powerful for many tasks, highly specialized areas
like healthcare patient data analysis or complex manufacturing risk management may still require custom
language models for optimal results.
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BRINGING IT ALL TOGETHER
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Generative Al capabilities are rapidly advancing, presenting opportunities for enterprises to significantly
improve operational efficiency. While the maturity level of LLMs remains evolving, businesses should
adopt a pragmatic approach that focuses on manageable use cases with measurable benefits, rather than
waiting for generative Al to reach an arbitrary "mature" state.

By understanding the limitations of LLMs, businesses can take appropriate steps to establish trust in the
accuracy of generative Al and its ability to enhance operational efficiency. Companies do not necessarily
need to invest exorbitant amounts of resources in creating custom LLMs or implementing sophisticated
machine learning strategies to integrate most proprietary data into general-purpose trained datasets.

In many cases related to enterprise operational efficiency, relatively simple approaches can ensure
powerful leverage and accurate insights from generative Al:

1. Human oversight: Employing human subject matter experts to validate and refine the outputs
of generative Al models.

2. Standardized prompts: Developing consistent prompting strategies to ensure coherent and
accurate responses from LLMs.

3. Insights from business knowledge corpus: Leveraging generative Al to extract insights from a
company's existing corpus of business knowledge, such as FAQs, internal policies, contracts,
and product/service details.

Proactive enterprises can leverage generative Al to optimize operations now, bypassing a wait-and-see
approach for hypothetical future maturity.
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